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Abstract

Recently, deep learning has been applied to the field of logical reasoning delivering

promising results as a complement to classical algorithms. Particularly the Transformer

architecture has been proved, in existingwork, to be proficient not only in predicting the

satisfiability of propositional and Linear Time Temporal Logic (LTL) formulas but also

in the ability to construct satisfying solutions for these formulas. However, applying

deep learning algorithms to formal specifications in the more complex continuous-time

domain has not been explored yet.

In this work, we introduce the problem of predicting a satisfying timed trace for a

Metric Interval Temporal Logic (MITL) formula to a state-of-the-art Transformer neural

network. Specifications in MITL contain explicit time intervals to reason about the

behavior of real-time systems, thus enforcing the Transformer to predict more profound

traces.

We describe the Transformer architecture and explain themethods used in generating

meaningful training data for a supervised training approach. Furthermore, we conduct

several experiments to determine to what extent the model learns the semantics of

MITL. We, to this end, differentiate between the semantic and syntactic accuracy of the

solutions predicted by the model.

We find that Transformers prove proficient in solving MITL formulas, reaching over

90% of accuracy in some experiments. We also observe that a trained Transformer can

predict correct solutions that deviate from the ones constructed by the data generator,

demonstrating signs of generalizing to the semantics of the logic. This generalization

property was even evident when challenging the Transformer with formulas much

longer than it encountered during training or even formulas onwhich the data generator

timed out. Concerning the stage of studying the effects of the size of the time intervals

on the Transformer, we find that the Transformer continues to deliver good results

when faced with much bigger intervals. An interesting result since solving formulas

containing big intervals is particularly expensive for most classical approaches.
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Chapter 1
Introduction

The advancements of machine learning in computer science made it possible to solve

tasks for which composing a classical algorithm would be inefficient. Deep learning, in

particular, proved capable of matching or even outperforming humans in tasks such as

medical imaging evaluation [1], classification [2] and video games [3].

However, the utilization of deep learning in the field of logical reasoningwheremany

problems have high computational complexity is not yet voluminous. The rationale

behind using machine learning to tackle such problems is mostly the competency in

which a well-trained model can devise a solution to a given problem regardless of

its complexity. This ability makes deep learning an admirable substitute for classical

algorithms in practice. For instance, the predicted solutions of a model can be checked

for accuracy, a procedure that for many problems turns out to be more direct than

constructing the solution from scratch. In the infrequent caseswhere themodel predicts

faulty solutions, one can then refer to the slower but sound classical algorithms, this

technique leads to overall enhanced performance.

Existing works have demonstrated promising results in training neural networks to

decide the satisfiability of different types of logic and even in predicting satisfying

assignments to logical formulas. In [4] for example, authors have successfully trained

a neural network on solving the satisfiability problem of propositional logic (SAT).

Equivalently, authors in [5] went beyond that and managed to predict satisfying traces

for the Linear Temporal Logic (LTL) [6] in the discrete-time domain. None of the

previous results, however, have dealt with the problem of predicting timed traces in

the more complex continuous-time domain. Therefore, in this thesis, we will expand

existing work in applying deep learning algorithms to reason about the Metric Interval

Temporal Logic (MITL) [7].

MITL is a temporal language used to describe the timing properties of real-time sys-

tems. As an extension LTL, MITL is more proficiently adept at expressing requirements

where we argue about the state of the system inside designated time periods. MITL
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1. Introduction

facilitates this by bounding its temporal operators with time intervals. One can use

MITL to express statements such as a proposition p must hold for some time between

three to five-time units in the future ( [3,5] p) or a proposition p must hold for the

entire duration of a given time window ( [3,5] p), that is for all time units between (and

including) three and five.

MITL expressiveness abilities ledMITL to become the specification language of choice

for applications in fields like runtime verification of real-time systems [8, 9, 10] aswell as

in model-checking in which there is a developing interest in translating MITL formulas

into timed automata [11, 12, 13].

In the objective of training a deep learning model on solving MITL formulas, we use

the prominent Transformer neural network as the basis of our model. Transformers are

sequence-to-sequence neural networks based on the encoder-decoder architecture. In

this architecture, the input sequence is passed through a stack of identical encoders re-

sulting in a prepared representation of the input sequence that is propagated afterward

into N identical decoders in the decoding block. The decoders then use a combination

of the prepared input and the embeddings of the earlier generated output sequence to

predict the following output word.

Since its introduction in [14], the Transformer architecturewas the core of state-of-the-

art NLP machine learning techniques such as BERT [15] and GPT-3 [16]. The novelty of

the Transformer architecture was essentially consuming the input sequence as a whole,

thus achieving higher parallelization during training and consequently consuming a

shorter time to train. This, along with applying positional encoding techniques and

attentionmechanisms, permits the Transformer to preserve the context of the processed

sentence more efficiently, as well as to emphasize the relevance between related input

words.

In this project, we use a supervised training approach to train a Transformer on pairs

consisting of an MITL formula and a satisfying timed trace. We then perform multiple

experiments to evaluate the accuracy of the model in predicting satisfying timed traces

when provided with an MITL formula from a held-out test set. For instance, giving the

MITL formula (c U[1,11] [1,9] e) our model predicts the timed trace c ∧ e [0, 1) −→
c ∧ e [1, 2) −→ c ∧ e [2,∞). When checking the predicted trace against theMITL formula

for satisfiability, we find the predicted solution to be accurate (more on the evaluation

process and data representation in Section 4).

On the fact that solutions to an MITL formula are not unique, we attempt to an-

swer the interesting question: Has the trained model learned the actual semantics of

the temporal logic, or is it imitating the algorithm of the data generator? We, con-

sequently, differentiate between the semantic and syntactic accuracy of the solutions

predicted by the model and seek to answer this question by testing the model on

formulas with a different pattern than the ones utilized in the training set. We also

investigate if the model can generalize to formulas longer than it has ever encountered

during training and study the effect positional encoding has on this ability. Moreover,

2
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we study the impact the size of the time intervals has on the Transformer’s performance.

For the rest of this thesis, we commence by providing an overview of related work.

Next, we briefly introduce neural networks and then elaborate on explaining the

encoder-decoder architecture of the Transformer neural network. Then, we introduce

the syntax and semantics of MITL, answering the question of when a timed trace is

considered a valid solution for an MITL formula. Afterward, we present the procedure

used to obtain the required data sets of MITL formulas and their solutions, we discuss

the characteristics of each data set as well. Thereafter, we present the experiments

conducted, alongside discussing the results. Finally, we conclude in Section 6.
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Chapter 2
Related Work

The supervised training of a Transformer neural network to predict satisfying solutions

to LTL formulas [5] is directly related to this work. Results showed that the Transformer

achieved high accuracy up to 96.8% on a held-out test set; it even predicted correct

solutions for 83% of a set of formulas on which the classical tool used to generate

the training data was timed out. Examining the advantages of using tree-positional

encoding demonstrated that its use results in the model generalizing to longer LTL

formulas than it saw during training, as opposed to using the standard positional

encoding which didn’t cause the model to generalize. Transformers, in addition, were

shown to generalize to the semantics of LTL by predicting different solutions from those

in the test set, yet those predicted solutions were correct. In a successor work of the

same authors, the further complex problem of synthesizing hardware circuits out of

LTL specifications was considered [17]. This time the authors used a tweaked version

of the Transformer neural network called the hierarchical Transformer [18] achieving

adequate results. In this project, we train a Transformer to conduct similar experiments

as in [5], yet this time, on the problem of finding a satisfying solution forMITL formulas.

Here the model has to learn the time intervals linked to the temporal operators in the

formulas, it further has to predict the intervals in the solution trace, in which each step

of the trace holds.

Another work employed deep learning in the scope of logical reasoning, trained a

graph neural network (GNN) [19] as a classifier for predicting the satisfiability of propo-

sitional logic formulas [4]. The model in this work was trained on pairs of propositional

logic formulas in their conjunctive normal form (CNF) and a single bit designating if

the formula is satisfiable or not. The model herewithin has also generalized to longer

formulas and formulas of novel distributions. Surprisingly, despite only being trained

as a classifier, the activations of the model demonstrated that it learned to solve the for-

mulas and the solutions could be decoded from the network’s activations. In our work,

we straightforwardly train the model to predict satisfying solutions rather than only
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2. Related Work

predicting satisfiability. Moreover, the logic we utilize does not have to be transformed

into any special form and it is more exacting and includes more involved operators.

Examples of different works demonstrating the makings of applying neural networks

as a component of larger logical frameworks to ameliorate performance: In [20], authors

trained a Recurrent Neural Network (RNN) to avail determine a control strategy for

a system while ascertaining that a specification provided in Signal Temporal Logic

(STL) is not infringed. STL is a similar logic to MITL that defines predicates over real

values. In [21], authors utilized neural networks to improve the heuristics in SMT solvers

ameliorating their performance up to 100×. In a subsequent work to [4], the authors

in [22] used a simplified version of the exact architecture to predict unsatisfiable cores

of real problems, enhancing the performance of several high-performance SAT solvers.

In [23] the GNN architecture was used as an alternative for syntax trees to represent

formulas instead, leading to improvements in the performance of higher-order theorem

provers. However, In our work, we train a neural network as a standalone end-to-end

MITL solver.

Other areas where Deep Learning additionally proved capable, is detecting variable

misuses in source code and electing the proper variable to be used [24]. Moreover, in

symbolic mathematics [25], where the authors used a Transformer neural network to

predict the solutions of integration and differential equations.
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Chapter 3
Background

Throughout this chapter, we briefly introduce the basics of artificial neural networks,

afterwards, we further describe the architecture used in this project.

3.1 Artificial Neural Networks

Artificial Neural Networks are a class of machine learning algorithms inspired by the

biological neural networks found in animal brains. Mimicking the way the brain works,

neural networks learn to predict a value from a target set for a given input through

analyzing a substantial number of pre-labeled examples in a process called training,

in which hidden patterns are detected and the parameters of the network are adjusted

accordingly.

With the gradual advancement of computational power and the influx of data, the

fixation on applying neural networks has increased drastically. Computer algorithms

predicated on neural networks reached and surpassed human-level accuracy in solving

problems in sundry relevant applications, as mentioned in Section 1.

In this section, we introduce the building blocks of neural networks and their learn-

ing process. We focus on the feedforward architecture and the supervised learning

approach as they are the relevant methods used in this project.

3.1.1 Neurons

Neural networks comprise the interconnections of numerous simple computational

units known as Neurons. As depicted in Figure 3.1 an artificial neuron receives input

values from other connected neurons, applies what is called an activation function on

the weighted sum of the inputs, and progresses to output the processed data to other

neurons in the network. A bias b is typically added to the input of a neuron, permitting

the output of the activation function to fit the predictions better. Each input connection

7
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Figure 3.1: In addition to a bias value b, the artificial neuron receives n input values from

the neurons in the preceding layer. It then applies a mathematical function f
on the weighted sum of the inputs and proceeds to propagate the end result

to the neurons in the next layer.

is initially weighted with a random value, the weights are then updated during training

and they reflect the strength of the corresponding connection and to what extent the

input will influence the output of the neuron.

Activation functions (also called transfer functions) interpret the input signals into

output signals. Some commonly used functions are:

• The Step function:

f(x) =

{
1, if x > 0

0, otherwise

• The Sigmoid function:

f(x) = 1
1+e−x

• The Rectified Linear Unit (ReLu) function:

f(x) = max(0, x)

We view next how we can align neurons in connected layers to create a feedforward

neural network and demonstrate the training process.

3.1.2 Feedforward Neural Networks

As the most fundamental neural network architecture, the feedforward neural network

(FFNN) consists of an input layer, an output layer, and one or more hidden layers in

between. Each layer is composed of several independent neurons that carry weighted

connections to one or more neurons in the adjacent layer. In the case where each neuron

connects to all neurons found in the next layer, we call the network a fully-connected

8
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Figure 3.2: A fully-connected feedforward neural networkwith 2 hidden layers (weights

are only partially denoted for clarity)

FFNN.As it is a feedforward network, the neurons of each layer only process the outputs

provided by the neurons of the previous layer, restricting signals to only travel in one

direction, from the input layer to the output layer.

Figure 3.2 resembles a FFNN with two hidden layers. Training FFNNs to solve

a certain task using a supervised learning algorithm is conducted by subjecting the

network to a data set composed of examples of inputs and their corresponding outputs.

The training process can be considered as learning to approximate the underlying

resulting function in this data set.

While being trained, the FFNN analyzes each example in the data set by first feeding

each element of the input vector into the neurons of the first layer. Then the input

is transmitted as it is into the first hidden layer, i.e the input layer does not apply

any activation functions to the input. The neurons of the first hidden layer afterward

apply the computation that was explained in the previous section, on all the inputs

they receive and output the result of the activation function into the successive hidden

layer, if existent, or into the output layer. Finally, the neurons of the output layer are

responsible for producing the network’s prediction.

Since the weights and biases of the FFNN are randomly initiated, the predictions of

the network in the early stages of training are inaccurate. To improve the accuracy of its

predictions, the FFNN utilizes what is called a cost (or loss) function.

The cost function evaluates the accuracy of the predictions compared to the ground

truth (the correct output in the data set). Using the cost function, the loss is computed

over n data samples.

9



3. Background

As an examplewedemonstrate this computationusing theMean SquaredError (MSE)

cost function:

MSE = 1
n

n∑
n=0

(Yi − Ŷi)
2

Where n is the number of training examples analyzed, Yi the ground truth, and Ŷi the

predicted output. Here, the actual learning is realized using an optimization algorithm

that updates the weights of the FFNNminimizing the cost function, i.e., to improve the

accuracy of future predictions. The most common optimization algorithms used are

based on the gradient descent optimization approach. The goal of this approach is to

minimize the loss function to its local minimum. More details on the gradient descent

strategy and its related algorithms are elaborated on in [26].

3.2 Transformer Neural Network

The Transformer neural architecture was first introduced in [14] and since has replaced

Recurrent Neural Networks (RNNs) as the leading architecture for Natural Language

Processing (NLP). Transformers are FFNNs that employ attention mechanisms to man-

age to consume the input sequence fully instead of using recurrent cells to process the

input sequentially. This capability of consuming the sequence fully allows for a superior

parallelization that leads to more speedy training times and further allows for captur-

ing the dependencies and context between divergent words regardless of the distance

between those words. Preserving dependencies between distant words was an obstacle

for former models and though attention techniques were used to overcome this obstacle

in sequence to sequence models such as RNN [27], Transformers were still superior as

being uniquely based on attention.

Transformers are established on the encoder-decoder structure, in which both the en-

coder and decoder blocks are composed of a stack ofN identical encoders and decoders

respectively (six encoders and six decoders in the original paper [14]). The encoder

stack is used to encode the input sequence in its entirety resulting in an internal rep-

resentation of the input. This representation is afterward passed to the decoder stack

which uses it to predict the upcoming output. An overview of the complete architecture

can be seen in Figure 3.4.

In this section, we are attempting to explicate the various layers and features of the

Transformer architecture and then take a step back to introduce the workflow of the

entire Transformer network.

3.2.1 Word Embeddings

Not unique to Transformers, word embedding is a paramount process in deep learning

and especially in NLP, where each word in the input lexicon is encoded as a real-

10



3.2. Transformer Neural Network

valued vector of a designated dimension (dmodel = 512 in the original paper [14]).

The resulting embedding vectors from this process can also help to encapsulate the

syntactic and semantic kindred attributes of the input words, where words similar in

meaning are mapped closer to each other in the embedding space. There are various

word embedding algorithms that use neural networks to learn this encoding process,

the most prominent is word2vec [28].

3.2.2 Positional Encoding

Since Transformers consume the input sequence as a whole and not sequentially, the

concept of position for the different sequence tokens gets lost. To preserve the appre-

hension about the relative and absolute positions of the different words, we map each

word to a vector called the positional embedding (PE) vector. This vector is of the same

size as the input embedding vector, which allows the summation of the two as we are

going to perceive later. In [14] sine and cosine functions were used to compute the PE

vector as follows:

PE(pos,2i) = sin(pos/10000
2i/dmodel)

PE(pos,2i+1) = cos(pos/10000
2i/dmodel)

where pos is the position of the input word, and i is the dimension in the PE vector.

3.2.3 Attention

The innovation of the Transformer architecture was depending totally on self-attention

to process the entire input sequence altogether, rather than recurrently processing in-

put words in sequence. The motive behind this term is to provide additional context

information when encoding the sequence of tokens. This additional information aids

the Transformer to be more heedful to the most pertinent parts of the sentence whilst

encoding or decoding a token.

3.2.4 Scaled Dot-Product Attention

Scaled Dot-Product Attention depicted in Figure 3.3 is the method used in [14] to

calculate the attention matrix. For this method, we first need to generate three vectors

for each of the sequence tokens. These vectors are a query vector q, a key vector k, and

a value vector v. This is done by multiplying the embedding vector of each token by

three weight matricesW(Q),W(K), andW(V). These matrices are arbitrarily initialized

and learned in the course of the training. To speed up computation and enhance

parallelization, we pack all resulting vectors into matrices Q, K of dimension dk, and

V of dimension dv. Next, the computation of the final output matrix can be conveyed

with this straightforward formula:

11



3. Background

Figure 3.3: (To the left) Scaled Dot-Product Attention which is used to reveal dependen-

cies in a sequence of tokens. (To the right)Multi-HeadAttentionwhich is the

act of applying the attention method multiple times on the same sequence

[14].

Attention(Q,K, V) = softmax(
QKT

√
dk

)V

In the above formula, we multiply the Queries and Keys matrices, divide the outcome

by the square root of the Keys matrix dimension and then apply the Softmax function

on the output to obtain weights on the values. The scores of the Softmax function are

lastly multiplied by the values matrix V increasing the values of the relevant tokens

and decreasing the irrelevant ones. Scaling by

√
dk serves to halt pushing the Softmax

function into regions where it has extremely small gradients [14].

3.2.5 Multi-Head Attention

Authors in [14] found it beneficial to perform the Scaled Dot-Product Attention function

not only once, but multiple times in parallel for each token. This novel attention mecha-

nism is called ”multi-head attention” in which multiple attention sub-layers (heads) are

employed as depicted in Figure 3.3. Each head will then perform the attention function

on the entire sequence as elucidated in Subsection 3.2.4 with the only distinction that

each head is using a different set of the Q, K and V weight matrices. The output of each

head is then concatenated and multiplied with yet another weight matrixWO resulting

in the eventual attention representation of the sequence.

12



3.2. Transformer Neural Network

The benefit of replicating the attention computationwith distinct randomly generated

and learnedweightmatrices is to enhance the detection of relevantwords for each token,

where each head would disclose different dependencies.

The multi-head attention computation can be conceivable formalized as follows:

MultiHead(Q,K, V) = Concat(head1, ..., headh)W
O

Where headi = Attention(QW
Q
i , KW

K
i , VW

V
i )

Here WO
is another randomly initiated weight matrix that is jointly trained with the

model. The dimension of the weight matrices areW
Q
i ∈ Rdmodel×dk

,WK
i ∈ Rdmodel×dk

,

WV
i ∈ Rdmodel×dv

andWO
i ∈ Rhdv×dmodel

.

To bar introducing any overhead while using the multi-head attention mechanism,

we reduce the dimensions of the weight matrices in each head in consonance with their

number h, that is dk = dV = dmodel/h = 64. This reduction together with training

the heads in parallel advances to a comparable computation cost to that of single-head

attention with complete dimensionality of dmodel = 512.

3.2.6 The FFNN Sub-Layer

Adjacent to attention sub-layers, Transformers employ a FFNN sub-layer composed of

two linear transformations with a ReLU activation in between. This sub-layer is trained

jointly with the model and intends to prepare the output of one layer to the successive

one in the encoders, decoders stacks by potentially enriching its representation. The

FFNN is applied to each position in the input sequence independentlywhilst preserving

the dimension of the input, that is dinput = doutput = dmodel. The FFNN administers

the following computation:

FFNN(x) = max(0, xW1 + b1)W2 + b2

Here, W1 and W2 are weight matrices of dimensions dmodel × dff and dff × dmodel

respectively with dff = 2048 and b1 ∈ Rdff
, b2 ∈ Rdmodel

are the biases.

3.2.7 The Complete Architecture

Figure 3.4 illustrates the full architecture of the Transformer Neural Network. We

forthwith observe the exact steps a Transformer performs to predict the translation of

input sequences amid training.

The Encoder Block

In the encoder block, the multi-head attention sub-layer of the first encoder receives the

prepared input sequence that consists of the embedding and PE matrices combined.

Then, with the aid of a residual connection [29], both the input and output of the Multi-

head attention sub-layer are added and normalized. Next, the normalized matrix is fed

13



3. Background

Figure 3.4: The complete Transformer architecture represented by its main encod-

ing/decoding blocks and the different processing sub-layers in each [14].

14



3.2. Transformer Neural Network

into an FFNN that is likewise encompassed by a residual connection and followed by

an add and normalization sub-layer. Afterward, the output of the encoder is moved as

an input to the multi-head attention sub-layer of the following encoder.

The output of the top encoder of the stack is transformed into attention vectors K and

V and sent into each decoder in the decoder block. More precisely, it is sent into the

encoder-decoder multi-head attention sub-layer of each decoder.

The Decoder Block

In a similar aspect to the first encoder layer, the first decoder receives the embeddings

and positional information of the present prediction sequence (initially the sequence

only contains a special start symbol). That is when the prepared sequence is fed into a

modified multi-head attention sub-layer that is similar to the one used in the encoder

blockwith thekey contrast that all values in the input of the Softmax function correspond

to connections between the earlier predicted words and all future ones are masked

out (set to −∞), ensuring that the later prediction generated by the network depends

singularly on the outputs predicted thus far, ergo compelling the network to learn.

The normalized attention matrix from the preceding step is fed into another Multi-

head attention sub-layer. This sub-layer is as well distinct in that it gets its K and

V attention matrices from the encoder block and its Q matrix from the masked layer

underneath it. At last, a set of FFNN and normalization sub-layers will arrange the

attention matrix and pass it to the following decoder in the stack.

The output of the top decoder is pushed through two final linear and softmax layers

which will convert this output into next-token probabilities where the token with the

highest probability is selected. As a result, the predicted token is concatenated to

the prediction sequence and the decoding process is copied with this new sequence.

Decoding is complete when a special end symbol is predicted.
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Chapter 4
Data Generation

Before evaluating our model and conducting any experiments, we need to create suffi-

cient diversified training data to attain a well equitable trained model. As our model is

designed to learn through example in a supervised training approach, we need to train

the model to approximate a function that maps MITL formulas to satisfying traces. As

such, our data sets should consist of pairs of MITL formulas and their solution traces.

To form the fundamental data sets, we need to find amethod to (i) generate satisfiable

MITL formulas (ii) construct a satisfying trace for a given MITL formula, and (iii) check

predicted traces against MITL formulas for satisfiability. On the basis that we need to

generate an abundance of samples, all of the above steps have to be done efficiently.

In the course of this chapter, we elucidate the methods we used to construct our data

sets. However, we institute by presenting our logic of interest MITL.

4.1 Metric Interval Temporal Logic

Metric Interval Temporal Logic (MITL) [7] is an extensionof Linear Temporal Logic (LTL)

[6], in which temporal operators are rather bounded by non-punctual timed intervals.

As a real-time logic,MITL candescribemore qualitative specifications in the continuous-

timedomain such as deadlines and timewindows. For instance, ifwe consider the timed

automaton depicted in Figure 4.1 modeling a simple coffee machine. One can describe

specifications like ”the coffee must be prepared within 2 to 10 time units” or ”the user

has a limitation of 15 time units to order after inserting a coin”. These specifications can

be represented using the MITL formulas (coffee_ordered −→ [2,10] coffee_prepared)

and (coin_inserted −→ ( [0,15) coffee_ordered ∨ [15,∞) coin_refunded)), respec-

tively.

MITL is also considered a restriction of the originalMetric Temporal Logic (MTL) [30],

in which the constraining intervals of the temporal operators are singular, leading full

MTL over infinite words to be undecidable for both the satisfiability and model check-

17



4. Data Generation

coin inserted
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Figure 4.1: A simple timed automaton representing a coffee machine.

ing problems [31]. Prohibiting punctual intervals in MITL allowed for an EXPSPACE

decision procedure for both model checking and satisfiability [7].

In this section, we present the syntax and semantics of MITL as viewed in the original

paper [7].

4.1.1 Syntax

The syntax of MITL is similar to the syntax of LTL, which will prove conducive later on

in this chapter when generating MITL formulas in Section 4.2. MITL formulas, for that

reason, are composed of propositions connected by the regular logical operators along

with the time-constrained temporal operator U.

Definition 1 (MITL Syntax)

The syntax of MITL is defined over a set of atomic propositions AP by the following

grammar

ϕ ::= p | ¬ϕ | ϕ1 ∧ϕ2 | ϕ1 UIϕ2
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4.1. Metric Interval Temporal Logic

Where p ∈ AP is a proposition and I is a non-singular interval with l(I) < r(I) and

l(I), r(I) integer constants. The right end-point of I may also be unbounded r(I) = ∞.

Restricting intervals to integer end-points serves purely for simplification.

To improve readability of MITL formulas, we derive the temporal operators time-

constrained eventually ( I) and time-constrained always ( I) from the U operator seen

above as follows:

Iϕ ≡ trueUIϕ and Iϕ ≡ ¬ I ¬ϕ

Where ( [1,4] a) is interpreted as ”eventually within 1 to 4 time units a should hold”

and ( [1,4] a) as ”always between 1 and 4 time units a should hold”. We also derive the

usual propositional operators from the ¬ and ∧ operators.

4.1.2 Semantics

As observed in our timed automaton example viewed in Figure 4.1, MITL is interpreted

over timed states. A timed state delineates the time period inwhich this system is found

in the said state. As such, we are moving forward from defining the semantics of MITL,

to formally instituting timed state sequences, together with its two components state

and interval sequences.

Definition 2 (State and Interval Sequences)

A state sequence s̄ = (s0, s1, s2, ...) is a possibly infinite sequence of states si ⊆ AP.
Similarly an interval sequence Ī = (I0, I1, I2, ...) a possibly infinite sequence of intervals

such that:

• I0 is left-closed and l(I0) = 0;

• Ii and Ii+1 are adjacent for all i > 0;

• every time t ∈ R>0 belongs to some interval Ii.

At this moment, pairing state and interval sequences is going to result in having the

requested timed state sequence. In these types of sequences, by virtue of the adjacency

of the intervals in the interval sequence, one can perceive the state of the system at any

possible time point. As so, this concept will form the fundamentals of the notation of

the timed traces predicted by our network, more on this matter is found in Section 4.3.

Definition 3 (Timed State Sequence)

A timed state sequence τ = (s̄, Ī) is a pair of a state sequence s̄ and an interval sequence

Ī. We define a function τ∗ : R>0 −→ 2AP
, which provides a system state at every time

instant. That is, τ∗(t) = si for all i > 0 and t ∈ Ii.
We can also represent the timed state sequence τ by the possibly infinite sequence:
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4. Data Generation

(s0, I0) −→ (s1, I1) −→ (s2, I2) −→ ...

Eventually, we show under which directives a timed state sequence satisfies an MITL

formula.

Definition 4 (MITL Semantics)

We determine the semantics of an MITL formula ϕ over a timed state sequence

τ = (s̄, Ī) inductively as follows:

τ |= p iff s0 |= p;

τ |= ¬ϕ iff τ 6|= ϕ

τ |= ϕ1 ∧ϕ2 iff τ |= ϕ1 and τ |= ϕ2

τ |= ϕ1 UIϕ2 iff for some t ∈ I, τt |= ϕ2, and for all t′ ∈ (0, t), τt
′
|= ϕ1

We name the timed state sequence τ a model of the formula ϕ or say τ satisfies ϕ iff

τ |= ϕ. We also denote the set of models of ϕ as L(ϕ), where ϕ is satisfiable iff L(ϕ) 6= ∅.

Example 4.1.1. In this example, we illustrate the semantics of all temporal operators

available in MITL through displaying a prototype MITL formula and a comparable

satisfying timed state sequence. The green color ushers when the timed state sequence

becomes satisfying to the correlated formula.

a U[1,3] b a [0, 2) −→ b [2, 3) −→ a [3, 4) −→ True [4,∞)

[1,3] a ≡ true U[1,3] a b [0, 2) −→ b [2, 3) −→ a [3, 4) −→ True [4,∞)

[1,3] a ≡ ¬ [1,3] ¬a b [0, 1) −→ a [1, 4) −→ True [4,∞)

4

4.2 Generating MITL Formulas

We make use of the fact that the syntax of both LTL and MITL is almost identical. In

fact, apart from comprising the next operator, LTL can be viewed as a special case of

MITL where all intervals in the formula are of the form [0,∞). Therefore, we will use a

familiar platform for LTL and ω-automata manipulation called Spot [32].

Spot acquires a tool calledRandLTL [33] that provides a constructive andmanageable

measure to generate a great number of unique LTL formulas. With RandLTL, one can

specify a size interval for the generated formulas along with a probability distribution

for all the possible nodes in the formulas.

Togenerate the requirednumberofMITL formulas for ourproject,weutilizeRandLTL

and subsequently interpret each resulting LTL formula into an MITL one. We achieve

this by plainly concatenating random time intervals of a specified size; to each of the

temporal operators located in the LTL formula.
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Example 4.2.1. Using the command line interface of Spot, we can execute this RandLTL

command to generate 5 unique LTL formulas:

1 >randltl -n5 a b c --tree-size=12 --ltl-priorities implies=1, equiv=1, U=1, F=1,

G=1, or=1, and=1

2 G!(c -> Ga) U F(a & c)

3 c <-> (!(a <-> Fb) & (b | Fa))

4 G(a <-> (a | b)) -> F(a -> Ga)

5 a <-> (Gb <-> !(Gb | (c U b)))

6 (c & (b U (b | c))) -> Fb

In order to transform the LTL formulas intoMITL, allwe need is to append time intervals

to the temporal operators:

1 G[1,4]!(c -> G[2,4]a) U[4,5] F[2,7](a & c)

2 c <-> (!(a <-> F[1,3]b) & (b | F[1,5]a))

3 G[2,7](a <-> (a | b)) -> F[1,4](a -> G[2,5]a)

4 a <-> (G[1,6]b <-> !(G[2,6]b | (c U[1,6] b)))

5 (c & (b U[4,6] (b | c))) -> F[2,3]b

4

To complete the construction of our data sets, we have yet to find a method to build

satisfying solutions for the generated formulas. We likewise have to be able to investigate

solutions against MITL formulas for satisfiability. In the next section, we display the

two steps.

4.3 Constructing & Evaluating Solutions

For our setup, we are not only attempting to construct satisfiable traces for MITL for-

mulas but also, we are taking into account that MITL formulas do not have unique

solutions; therefore, we are seeking to validate the solutions that are predicted by the

model, which are syntactically different from the solutions in the data set.

Spot, for example, constructs an equivalent BüchiAutomaton for a given LTL formula.

This automaton Aϕ precisely accepts the language that defines the model of the LTL

formula ϕ, i.e., L(Aϕ) = L(ϕ). One can then, by searching for an accepting run in Aϕ,

construct and evaluate satisfying traces for ϕ. However, Spot does not support MITL.

A similar decision procedure for MITL was introduced in [11]. In this work, the

authors implemented a tool to translate MITL formulas into a timed automaton written

in the XML format supported by the acclaimed model-checker UPPAAL [34]. Similar

to Spot, it is presumed that one can use these automata to generate or evaluate traces.

Nonetheless, this proved to be capricious, due to the restrictions of the UPPAAL inter-

face which essentially is aimed at model checking, and as UPPAAL not being simply

configurable.

A different approach we explored for solving MITL formulas was introduced in [35].

In this work, the authors translated MITL formulas into an intermediate logic called
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Constraint LTL over clocks (CLTLoc). This logic has a decision procedure by reducing

it into a decidable Satisfiability Modulo Theories (SMT) problem, then using an over-

the-shelf SMT solver to generate the solution traces. The translation process, however,

in addition to the time needed for the SMT solver to generate the final solution, is

drawn out to the extent that solving voluminous numbers of formulas is considered

unattainable. Adding the fact that this procedure does not support validating traces led

us to search for other options.

At last, we reached the decision to utilize an MITL manipulation tool written in

python, called Py-MTL [36] though it is unable to solveMITL formulas directly, yet with

the assistance of Spot, permit us to jointly generate satisfying traces for MITL formulas

and evaluate solutions.

Constructing Solution Traces

In order to construct a satisfying trace for a givenMITL formulaweuse the discretization

feature of Py-MTL. This feature translates the MITL formula into an equivalent LTL for-

mula that solely consists of the temporal operator Next ( ), the propositional operators

conjunction (∧), disjunction (∨), negation (¬), and atomic propositions. Afterward, we

use Spot to construct a satisfying trace to this LTL formula (and thereby to the original

MITL formula) if existent.

To better replicate a timed state sequence (Definition 3), we rewrite the output traces

of Spot by merging identical successive steps into one step and pairing it with a left-

closed and right-opened time interval. These intervals indicate the time span during

which their corresponding step holds. Intervals in neighboring steps are also adjacent,

allowing us to observe the values of the propositions at each possible instant.

We call this composition of the timed state sequences timed traces. For instance, the

MITL formula ( [1,2] ¬a ∧ [2,4] a) is satisfied by the timed trace: ¬a [1, 3); a [3,∞).

In the following example, we will expound on the procedure of solving an MITL

formula using the afore-described method:

Example 4.3.1. Discretizing the MITL formula ( [4,6](a ∧ b) ∨ [2,4] c) with Py-MTL

results in the following equivalent LTL formula:

¬(¬( 4(a ∧ b) ∧ 5(a ∧ b) ∧ 6(a ∧ b)) ∧ ( 2 ¬c ∧ 3 ¬c ∧ 4 ¬c))

(4.1)

Next, we use Spot to construct a satisfying trace for (4.1):

true; true; c; cycle{1} (4.2)

As a final step, we merge the similar steps in (4.2) and add the corresponding intervals

to acquire the following timed trace:

a [0, 2); c [2,∞) (4.3)
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For further implicated formulas, steps in the timed trace can comprise propositional

formulas containing only the operators ∧, ∨, and ¬. 4

It is vital to note that when converting the Spot trace into a timed trace we discard

any symbolic true steps. These steps, to begin with, allow for any combination of

propositions in their respective positions in the trace. However, we concretize the trace

by arbitrarily selecting one combination. This is done to adapt the timed traces to

our evaluation process, described next, which can only operate with explicit traces. In

other words, we avoid evaluating all possible concrete traces whose number can be

exponential in the number of APs for each symbolic step. This procedure is essential,

since many solutions predicted by the model vary from the solutions in the data set, in

such cases, we have to evaluate these solutions for accuracy. This action would however

yield testing our trained model on a sufficient number of unseen samples unfeasible.

It is worth mentioning here that, although this discretization approach assisted with

Spot proves adequate, it still undergoes the impotence to solve MITL formulas that

enclose infinite intervals. As a consequence, our data sets are going to comprise finite

MITL formulas.

Evaluating Traces

Onemore feature of the Py-MTL tool is evaluatingwhether a timed trace satisfies a given

MITL formula. In this case, one has to rewrite the timed trace into a python dictionary

where each atomic proposition in the formula has its own list. This list comprises pairs

of a time point and the logical value of the atomic proposition at this time point.

Example 4.3.2. To evaluate the satisfiability of trace (4.3) in Example 4.3.1 against the

MITL formula ( [4,6](a ∧ b) ∨ [2,4] c) using the Py-MTL tool, we are required to

transform the trace into the following python dictionary:

1 trace = {

2 ’a’: [(0, 1), (1, 1), (2, 0)]

3 ’b’: [(0, 0), (1, 0), (2, 0)],

4 ’c’: [(0, 0), (1, 0), (2, 1)]

5 }

4

We will employ this feature to ascertain the correctness of those predicted timed

traces that are syntactically varied from the target solutions. This will permit us later in

Section 5] to better assimilate to what extent our model has fathomed the semantics of

MITL.

In the following section, we proceed to put the tools analyzed to work and generate

our required data sets.
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4.4 Data Sets

To demonstrate the competence of the Transformer neural network in predicting satis-

fying timed traces and to investigate the generalization properties of Transformers, we

used the methods elucidated in Sections 4.2 and 4.3 to generate several data sets in two

different fashions. Said fashions are presented in Sections 4.4.1 and 4.4.2.

Each of our data sets is split into three parts. The first part contains 80% of all samples

and is used to train the model. The second part is a validation set used to evaluate the

model after each epoch to help avoid overfitting, it contains 10% of the samples. As for

the remaining 10% of the samples, they are gathered in a held-out test set that is used

as a final resolution of accuracy for the wholly trained model.

We also elected the Polish notation as the format of the formulas and the steps of the

timed traces. This notation permits a unique representation of logical formulas without

the need for parenthesis.

The maximum size of the time intervals in the formulas is limited to a specific bound

for each of the data sets. The rationale behind limiting the size of the intervals is to

obviate constructing MITL formulas whose corresponding equivalent discretizations

are too large. This is due to the fact that constructing satisfying traces for such formulas

can easily become unfeasible under the specified timeout limit of two seconds (one

second for the discretization process, and one second for constructing the satisfying

trace). For instance, 77.71% of the formulas in our smallest data set MITLRandom35Full

(displayed later on) have an equivalent discretization formula larger than 1K in size and

10.55% larger than 10K. For some formulas, the discretization sizes even exceeded 100K.

Four Intel Xeon CPU E7-8867 v4 processors were used for the generation of all data

sets, in which 140 processes were utilized to generate samples simultaneously.

4.4.1 Specification Pattern

In this data set, we construct samples from a pool of 139 temporal specification patterns

collected from different sources in the literature [37, 38, 39, 40, 41]. These patterns

contain both derived and non-derived propositional and temporal operators as well as

up to six unique atomic propositions. Here are three randomly selected patterns:

1 G((a & !b & Fb) -> ((c -> (!b U (!b & d))) U b))

2 !(Ga | Gb | (G(a | FGc) & G(b | FG!c)))

3 FGa | GFb

To generate sufficient unique samples out of this limited number of specifications,

we conjoined various patterns after randomly substituting their atomic propositions

and appending the necessary time intervals to the temporal operators. We halted the

conjunction process once the size of the resulting formula either succeeded 82 or once

our trace construction method, from Section 4.3, timed out (> two seconds).
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For this data set, time intervals were randomly selected under the constraint that

their size does not exceed 100. Through using this approach, we successfully generated

319 082 samples in 18.27 hours.

In the following, we illustrate two randomly chosen samples from the MITLPattern82

data set. Although the model is trained only on samples written in the polish notation,

we provide the infix notation for the purpose of clarity:

formula (polish): &->F[1,6]cU[29,42]ec|U[36,43]F[0,1]cb!F[0,1]U[10,41]c&cb

formula (infix) : F[1,6]c -> (e U[29,42] c) & (F[0,1]c U[36,43] b) | !F[0,1]

(c U[10,41] (c&b))

trace (polish): !e [0,1); !c [1,∞)
formula (polish): &F[21,57]|faG[16,22]->bU[3,26]aU[0,6]!a|cd

formula (infix) : F[21,57](f | a) & G[16,22](b -> (a U[3,26] (!a U[0,6] (c | d)))

trace (polish): f [0,16); !b [16,21); |&a!b&!bf [21,22); !b [22,∞)
trace (infix) : f [0,16); !b[16,21); (a & !b) | (!b & f) [21,22); !b [22,∞)

4.4.2 Random Formulas

Using the RandLTL tool disclosed in Section 4.2, we arbitrarily generated LTL formu-

las and later converted those LTL formulas into MITL by appending random integral

intervals of a delimited size to the temporal operators (See Example 4.2.1).

In this approach, the generated formulas can accommodate up to five different atomic

propositions. For the node distribution, we select equal weights on all the temporal and

propositional operators, aswell as on the constants True and False. Atomicpropositions,

however, can appear with a higher probability of three times. Moreover, we filter the

generated formulas to boost the consistency of the distribution in size.

In the following paragraph, we list the data sets generated by using this random

approach. Intervals here were bounded to size 120.

MITLRandom35Full This data set encloses 654 984 samples. Formulas here have amax-

imal size of 35 and contain both derived and non-derived temporal and propositional

operators, along with the constants True and False.

MITLRandom35Simple This data set encloses 624 930 samples. This data set varies

from the MITLRandom35Full data set by the absence of derived operators. Here, only

the operators ∧,¬,U are allowed.

MITLRandom82Simple As the name suggests, this data set encloses formulas with a

maximal size of 82 that in its turn only contain non-derived operators. It consists of only

10K samples for the purpose of evaluating the accuracy of our models when challenged

with larger-sized formulas.
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(a) (b)

Figure 4.2: Size distribution for formulas (a) and traces (b) of the MITLPattern82 data

set. The size of the formulas and traces is on the x-axis ,while the number of

samples is on the y-axis.

(a) (b)

Figure 4.3: Size distribution for formulas (a) and traces (b) of the MITLRandom35Fulldata

set. The size of the formulas and traces is on the x-axis ,while the number of

samples is on the y-axis.

The evident size distribution of two of our largest data sets can be observed in Figures

4.2 and 4.3. We consider the size of an MITL formula to be the number of nodes in

the original LTL formula plus the number of added intervals, for example, the formula

( [1,3] ¬a) has the size four. Additionally, we indicate the different data sets presented

in Sections 4.4.1 and 4.4.2 in Table 4.4.

4.4.3 Scaled Data Sets

Limiting the size of the time intervals in the previous data sets, though necessary,

imposes restrictions on the number of unique intervals established in the data sets. Yet,

this limitation contradicts actual real scenarios where time intervals can be of any size.

In order to compensate for this limitation and to be able to evaluate the performance of
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Data set #Samples Int. Size #APs OPs

MITLPattern82 319 082 100 6 U, , ,∧,∨,−→,⇔,¬

MITLRandom35Full 654 984 120 5 U, , ,∧,∨,−→,⇔,¬

MITLRandom35Simple 624 930 120 5 U,∧,¬

MITLRandom82Simple 10K 120 5 U,∧,¬

Table 4.4: The data sets used for training and evaluating the Transformer; together with

the number of samples, maximum interval size, number of possible atomic

propositions, and employed operators. The maximum size of the formulas

can be deducted from the data sets labels.

the Transformer when faced with bigger, more diverse time intervals, we scale existing

data sets into ones that possess such intervals.

This is achieved as follows: for each pair of formulas and its satisfying timed trace,

we multiply both of the end-points of the time intervals with a single scalar. The scalar

is selected randomly for each pair in the data set, with the limitation that none of the

scaled time intervals exceeds the new selected size limit. As a result, we gain a new

data set with the same number of samples, still with more variety of intervals due to

the increased allowed size done by scaling. To demonstrate the validity of the resulting

data sets, we introduce the following Proposition:

Proposition 1. Multiplying the endpoints of all time intervals in an MITL formula φ and a
satisfying timed state sequence τwith a single scalar µ, yields a new formula φ′ and a new timed
state sequence τ′ that satisfies φ′.

Proof. Since the semantics of MITL is defined inductively (Definition 4), and since only

temporal operators acquire a time interval, it suffices to prove the lemma for the basic

case (φ = ϕ1 UIϕ2):

Based on the assumption τ = (s̄, Ī) |= φ, there exists a time point t ∈ I ∩ I′i, with

τ(t) |= ϕ2, where I′i ∈ Ī. It also must hold that for all t′ ∈ (0, t), τ(t′) |= ϕ1.

Since scaling intervals in τ does not change their corresponding states, we have

t∗ ∈ (I∗) ∩ (I′∗i ), and τ
′(t∗) |= ϕ2. Here the superscript

∗
represents the time points and

intervals scaled by µ. For the same reason we also have for all t′∗ ∈ (0, t∗), τ′(t′∗) |= ϕ1.

Based on the semantics of MITL, we conclude that τ′ |= φ′ = ϕ1 UI∗ ϕ2.

In the following chapter, we will use this approach to scale some of the data sets

introduced above and compare the performance of the Transformer for different time

interval size limits.
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Chapter 5
Experiments & Results

Based on the DeepLTL tool [42], we implement a Transformer neural network and train

several models to predict satisfying timed traces for MITL formulas from the differ-

ent data sets presented in Section 4.4. Alongside the Transformer’s implementation,

DeepLTL utilizes beam search [43], which is a heuristic best-first search algorithm that

aids to decode the best possible output prediction up to predetermined beam size. For

the following experiments, we used a beam size of two.

Since anMITL formula can havemultiple accurate solutions, we differentiate between

two accuracy measures when testing our models, syntactic accuracy and semantic ac-

curacy. Syntactic accuracy plainly means that the prediction made by the model is

identical to the target solution in the data set. Semantic accuracy, on the other hand,

construes the percentage of predicted solutions that are, although not identical to the

ones in the data set, still considered a valid solution to the formula. To better evaluate

the performance of our trained models, we also differentiate between false solutions

and syntactically invalid solutions.

All models in our experiment were trained using the popular Adam optimizer [44]

with β1 = 0.9, β2 = 0.98 and ε = 10−9
. Moreover, we used 4K warm-up steps for

the computation of the learning rate. The configuration parameters of Adam and the

number of warm-up steps, both were proposed in the original Transformer paper [14].

To circumvent overfitting; an occurrence where the model fits its training data too

precisely it loses its generalization abilities; we employ the early stopping method.

While training, the model is evaluated on the validation set after each epoch. When

the validation error fails to decrease for more than a predetermined number of epochs,

the learning process is interrupted and the model with the lowest validation error is

restored. In this project, we elected a threshold of eight epochs for early stopping.

All our models were trained and tested on a single NVIDIA A100 SXM4 GPU with a

40 GB memory size.
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Embedding Layers Heads FC size Batch Epochs Syn. Acc. Sem. Acc.

128 4 4 512 100 175 67.82% 93.29%

128 4 4 512 100 300 69.86% 93.61%

256 4 8 512 100 175 68.13% 92.74%

128 4 4 512 512 134 71.18% 94.45%

128 4 4 512 512 203 72.53% 95.31%

128 5 6 1024 512 134 74.36% 95.97%

128 5 6 1024 750 151 74.03% 95.69%

256 5 6 1024 512 77 73.10% 94.88%

256 5 6 1700 512 86 73.91% 95.26%

128 6 8 1024 512 131 71.58% 94.52%

128 6 8 1024 512 142 72.03% 94.66%

Table 5.1: The hyperparameter analysis results of testing different Transformers on the

MITLRandom35Full data set.

5.1 Hyperparameter Analysis

In this section, we evaluate the performance of multiple Transformers, each trained and

tested on the MITLRandom35Full data set to examine the impact of the most significant

hyperparameters. The principal parameters we will be focusing on, are the number of

layers in each of the encoder and the decoder stacks, the number of heads in each layer,

the size of the embedding vectors, the dimensionality of the fully-connected FFNN,

and finally the number of examples processed in each training step (batch size). The

maximum encoding size, hence the maximum number of tokens in an input sequence,

was confined to 90 and the maximum decoding size was confined to 200. Table 5.1

summarizes the training results of the different Transformers along with the chosen

values of their hyperparameters.

Starting with a Transformer with four layers, four heads, and a small training step of

100 examples, the results were already encouraging. With an embedding vector size of

128, this Transformer predicted the exact target solutions for 67.82% of the test samples

and accurate yet new solutions for 25.47% of these samples. When training the same

Transformer formore epochs or increasing its embedding size and the number of heads,

the syntactic accuracy; although improved; the overall accuracy remarked little to no

improvement. However, increasing the batch size did not only decrease the training
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time (182 seconds vs 249 seconds per epoch) but also lead to a better overall accuracy

despite learning for fewer epochs.

Later in the table, we see that equipping a Transformer with five layers and six

heads, in addition to increasing the dimension of the FFNN to 1024, yields our best-

performing model. Even while keeping the embedding size at 128 this Transformer

achieves an overall accuracy of 95.97%, with most of the gains being the result of the

improvement of the syntactic accuracy.

Further experimenting with bigger Transformers in terms of the number of layers,

heads, or size of embedding, FFNN brought no advantage. We, therefore, stick with

the former more efficient Transformer for all of the forthcoming experiments.

5.2 Solving Pattern MITL Formulas

To better assess how the Transformer architecture would perform on specifications

presented in practice, we trained a model of the same size as in the last section on the

MITLPattern82 data set.

Since formulas in this data set are considerably bigger than the ones we experimented

with up to this point, we expanded the maximum encode and decode sizes for this

Transformer to 175, and 350 respectively.

After training the model for 139 epochs, we performed two experiments. Firstly,

we tested the trained model on the held-out segment of the MITLPattern82 data set

containing 10K examples. Secondly, we tested the samemodel on a set of 4 160 formulas

from the same distribution, but for which the classical algorithm failed to construct a

solution within the determined timeout limit of two seconds. Figure 5.2 terms the

results of these experiments.

The results of the first experiment appeared slightly less accurate than the results

of the previous models we tested thus far. This is, however, foreseen as a result of

the increase in the size of the formulas. Regardless, results were satisfactory with

the model predicting 93.66% of solutions precisely. The percentages of syntactic and

semantic accuracywere similar to those of the previous experiments, 73.80% and 19.86%

respectively. Only rarely did the model predict invalid traces (0.12%).

In the second experiment, the more structurally involved formulas; for which the

construction of a satisfying timed trace timed out, evinced more challenging for the

trained model. Out of the 4 160 formulas, the model predicted correct solutions for

3 068 formulas leading to an accuracy of 73.75%. The model was also more likely to

predict syntactically invalid traces (2.60%). The superior speed of the Transformer is

alsoworth noting. Compared to the classical algorithm that timed out after two seconds,

the Transformer took around 10 milliseconds to predict a solution for each formula.
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Figure 5.2: Performance of a model (only trained on MITLPattern82) that was tested on

a held-out test set (on the top) and on a set of formulas for which our trace

construction method timed out (on the bottom).
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5.3. Solving Randomly Generated MITL formulas

Figure 5.3: Results of testing our best performing model on the MITLRandom35Simple

data set. The syntactic accuracy is illuminated in green and the semantic

accuracy in light green.

5.3 Solving Randomly Generated MITL formulas

In order to achieve even finer results, we attempt to simplify the underlying problem by

training and testing the model on formulas containing only the non-derived operators

∧,¬ andU. This is especially significant since any logical formula can be easily converted

into an equisatisfiable equivalent enclosing only non-derived operators.

For this experiment, we used the same hyperparameter settings proven to be the best

in Section 5.1 and trained a model on the MITLRandom35Simple data set for a total of

87 epochs. We then tested this model on 10K samples from the held-out test set of the

same data set.

The elimination of the derived operators, did indeed, simplify the problem for the

Transformer. This time, The model was capable of predicting correct solutions for 9853

formulas out of the total 10K test samples, resulting in an overall accuracy of 98.53%.

74.81% of these accurately predicted solutions were syntactically identical to the target

solutions found in the data set, whereas, 23.72% were semantically correct. Still, the

model predicted false solutions for only 147 out of the total 10K tested samples, with

solely nine of these false predictions being syntactically invalid. A demonstration of the

test results can be seen in Figure 5.3.

5.4 Generalization Properties

Presented in Figure 5.3, our model provided accurate solutions for 23.72% of the formu-

las in spite of these solutions being dissimilar from the ones generated by the classical
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algorithm. This percentage proposes that the model is learning the semantics of the

underlying problem, rather than only attempting to match the outcome of the classi-

cal algorithm. In this section, we desire to further investigate the competence of our

model when faced with out-of-distribution formulas. Thereby, this will help reveal the

generalization potentials of the model when coming across such unfamiliar input.

5.4.1 Generalizing to the Semantics of MITL

To begin with, we want to evaluate the model from Section 5.2, which is only trained on

MITLPattern82, on the MITLRandom82Simple data set. Though both of these data sets

comprise formulas of the same size, the randomnature of the latter leads the formulas to

bemore concentrated in the number of temporal andpropositional operators. Especially

in the number of the U operator, since it is the only temporal operator allowed in this

data set. This concentration in its turn leads tomore nesting of operators in the formulas

of the MITLRandom82Smiple data set.

Predictably, the syntactic accuracy; after running this experiment on 10K test sam-

ples, was very low (2.24%). We attribute this to the aforementioned differences between

the two data sets. Similarly, The model presented a slightly higher tendency toward

predicting invalid traces. These invalid predictions comprise 6.15% of the total predic-

tions. Notwithstanding the two aforementionedmishaps, themodel was able to achieve

adequate total accuracy of 58.46% by predicting semantically accurate solutions.

Hither, we demonstrate three selected test samples with the corresponding predicted

timed traces to manifest the possible semantic understanding gains of the model:

input : !a U[8,17] b & TRUE U[23,29] !b & !(d U[15,23] !a U[9,28] c)

output: !a & !b [0,8); !a & !b [8,9); !a & b [9,10); !a [10,23); !a & !b [23,24);

!a & b [24,∞)
target: !a & !d [0,1); !a [1,8); !a & b [8,9); !a [9,18); a [18,23); !b [23,∞)
input : !b U[3,21] d

output: !b [0,3); !b & !d [3,4); !b & d [4,∞)
target: !b [0,3); !b & !d [3,13); !b & d [13,∞)
input : b & e & TRUE U[26,27] a & e U[23,24] b & !(( c & e ) U[17,18] d)

output: b & !c & e [0,1); e [1,23); !b & e [23,24); b & e [24,25); e [25,26); !a

& e [26,27); a & e [27,28); e [28,45); !b & e [45,46); b & e [46,∞)
target: b & c & e [0,1); c & e [1,17); c & !d & e [17,18); !d & e | !c & e

[18,19); e [19,23); b & e [23,24); e [24,25); b [25,26); a [26,∞)
5.4.2 Generalizing To Bigger MITL Formulas

Following the results from the previous section, we desire to further evaluate ourmodel

on another type of unseen formulas, i.e. on formulas of bigger sizes. We ,therefore, will

test our model from Section 5.3, that is only trained on MITLRandom35Simple, on the

MITLRandom82Simple data set.
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◻

⋀

a b

[0,0,0,0]

[1,0,0,0]

[1,0,0,1][1,0,1,0]

Figure 5.4: Tree positional encoding of the formula (�[1,4](a ∧ b)). All the tokens of the

interval [1, 4] share the corresponding encoding vector as the operator they

belong to.

The MITLRandom82Simple data set contains formulas that are more than double the

size of what the model has encountered during training. Still, the model in this exper-

iment was able to predict correct solutions to 93.12% of the formulas, with 28.31% of

the correct predictions diverging from the target solutions. Conversely, 6.88% of the

solutions suggested by the model were false with only 0.17% thereof being invalid.

As an attempt to improve the previous result, we retrained an identical model on the

same MITLRandom35Simple data set, this time using tree-positional encoding in place of

the standard positional encoding we established in 3.2.2.

The authors in [45] introduced tree-positional encoding as a more apt technique for

models optimized for tree-based problems. The basic idea is that the position of a token

in the input sequence is determined by its node placement in the corresponding syntax

tree. For example, the atomic proposition b in the simple MITL formula ( [1,4](a ∧ b))

is encoded with the vector [1, 0, 0, 1], where 1, 0 represents traversing one step to the left

and 0, 1 one step to the right in the syntax tree. Figure 5.4 presents the full encoding of

the formula.

As a result of utilizing tree-positional encoding, the already good performing model

witnessed little improvement. Specifically, the overall accuracy increased only by 0.49%

reaching 93.61%. Upon deeper inspection, however, we observed that tree-positional

encoding indeed improved the ability of the model to generalize to longer formulas

rather remarkably. For instance, when restricting our test data set for this experiment to

only formulas that are bigger than the ones seen during training (>35), the superiority of

the tree-positional encoding becomesmore evident. As it were, ourmodel predicted the

accurate solutions for 91.32%of the formulas, whereas amodel trainedwith the standard

positional encoding had an accuracy of 86.89%. However, this boost in accuracy was

thwarted by the decrease in performance in relation to formulas of familiar sizes upon

utilizing tree-positional encoding. We elucidate this actuality in Figure 5.5.
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35

Figure 5.5: Performance of a model utilizing tree-positional encoding against a model

solely relying on standard positional encoding. We observe finer generaliza-

tion ability to formula sizes that the model was not trained on (> 35).

5.5 Solving Scaled MITL Formulas

In this experiment, we desire to work out the impact that the size of the time intervals

has on the performance of the Transformer. We want to dismiss any suspicions that

the results of the previous experiments are uniquely valid when the time intervals are

small. Therefore, we apply the scaling approach introduced in Section 4.4.3 to generate

multiple scaled versions of the MITLRandom82Simple and MITLPattern82 data sets. We,

after, retrain and test our best performing model on these scaled versions of the two

data sets.

Since the scaled data sets are identical to their original equivalent up to the time

intervals, wewill study the effects that the number of unique integers; and consequently

the number of unique intervals; have on the model’s ability to predict precise solutions.

We will additionally compare the number of epochs the model trained for, and the

changes in relation to the semantic and syntactic accuracy. All results are listed in

Tables 5.6 and 5.7.

As a matter of course, we notice an increase in the number of unique intervals

proportional to the increase in the size limit of the intervals. The observed increase

in the number of intervals is followed by an increase in the number of trained epochs

for each model before the early stopping condition was met. We attribute the latter

increase to the building up of information to learn caused by the new intervals.

As for the results, in the case of the MITLRandom35Simple data set, increasing the

interval sizewas responsible for a reduction in both the syntactic and semantic accuracy.

The accuracy result of the original data set with intervals of size 120, has dropped from

98.53% to a minimum of 85.74% for the scaled version with intervals up to 100K in size.
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interval size #integers #intervals #epochs accuracy syn. acc. sem. acc.

120 (orig.) 121 10 011 87 98.53% 74.81% 23.72%

5K 5 665 295 890 121 93.20% 70.87% 22.33%

10K 10 657 473 741 132 90.33% 70.30% 20.03%

25K 24 317 836 122 136 86.95% 69.81% 17.14%

100K 82 152 1 645 391 168 85.74% 69.02% 16.72%

Table 5.6: Performance results ofmultiplemodels that are trained and tested ondifferent

scaled versions of the MITLRandom35Simple data set.

interval size #integers #intervals #epochs accuracy sen. acc. sem. acc.

100 (orig.) 101 9 566 139 93.66% 73.80% 19.86%

100K 84 814 1 636 788 168 73.71% 53.42% 20.29%

Table 5.7: Performance of two models, the first model is trained on the original

MITLPattern82 data set, while the second one is trained on a scaled version.

In the case of the MITLPattern82 data set, only the syntactic accuracy has declined,

yet the semantic accuracy has rather improved. The overall accuracy dropped 19.95%

in the original data set with intervals of size 100 to reach 73.71% when stretching the

intervals up to 1K times.

To emphasize the differences in size between the original data sets and their biggest

scaledversions,we indicate the encoding anddecoding sizes for eachof the experiments:

The encoding and decoding maximum length for the original MITLRandom35Simple

data set was set to 90, 200 respectively. These had to be gradually increased for each

scaled version, reaching up to 140, 320 for the 100K scaled version. Likewise, the 175,

350 encoding/decoding length limitations used for the MITLPattern82 data set, were

raised up to 240, 380 for the scaled version.

It is also important to state that the decline in the semantic accuracy noted in Table

5.6 could have been exaggerated by the need to filter some of the test samples. This is

caused by setting a timeout limit for validating the predicted traces that contain huge

intervals. For instance, the validation process of 1 273 out of the 10K test samples of the

biggest scaled version of the MITLRandom35Simple data set has timed out, even when

selecting a timeout limit of 30 seconds. Those predictions were deemed as incorrect,

possibly negatively influencing the semantic accuracy results of the model, but not the

syntactic accuracy, since syntactic accurate predictions do not need to be validated. The

same applies to the scaled version of the MITLPattern82 data set. In which case, 1 840 of
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the test samples were deemed as incorrect due to the timeout limit, possibly preventing

the semantic accuracy from improving even more.

All things considered, we believe that the increase in interval size was not overly chal-

lenging for the Transformer. The dwindling in the syntactic precision of the predictions,

for example, could be illustrated by the expansion in the size of the problem, while the

reduction in the semantic accuracy could be, to a certain extent, linked to the inability

to evaluate all the predicted solutions as explained above.

Ultimately, we assess and examine three selected test samples along with their se-

mantically correct predicted traces:

input : (F[7959,30699]a -> !a U[1137,35247] (!a & c & F[0,1137](!a U[26151,31836]

b))) & (f | b U[27288,46617] f)

output: a & f [0,1137); a [1137,7959); !a [7959,∞)
target: a & b & !f [0,1137); b [1137,7959); !a & b [7959,27288); !a & b & !f

[27288,28425); !a & b & f [28425,29562); !a [29562,∞)
input : (b & TRUE U[23430,32802] !(a & !c)) U[1562,35926] !(!c U[21868,54670] b)

output: b [0,1562); b & c [1562,3124); b [3124,23430); !a | c [23430,∞)
target: b [0,1562); b & c [1562,3124); b [3124,6248); b [6248,23430); !a | c

[23430,∞)
input : !d U[12208,45780] b U[39676,54936] e & !(!c U[0,18312] (c & (a & b)

U[3052,51884] !e) & !(e U[15260,54936] d U[0,30520] a))

output: !d [0,12208); b & !d [12208,27468); b [27468,51884); b & e [51884,54936); b

[54936,∞)
target: !d [0,12208); b & !d [12208,21364); b [21364,51884); b & e [51884,54936); b

[54936,∞)
In the first sample, the output of the model comprises a less complicated solution,

than the one constructed by the data generator. Precisely in the second conjunct of the

formula, the model chose to satisfy the first disjunct (f) instead of the more involved

sub term (bU[27288,46617] f).

In the preceding two samples, we notice the Transformer predicting similar steps to

the target solutions while predicting different corresponding time intervals. Even more

interestingly in the second sample, the Transformer discarded an unnecessary stutter

step in the trace, while precisely merging the two intervals.
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Chapter 6
Conclusion

In this project, we contributed to the continuously growingfield ofmachine learning that

supports logical reasoning. Motivated by the favorable results of works such as [4] and

[5] we explored the competence of neural networks in the realm of the more expressive

real-time logic. With respect to the neural network architecture, we appointed the most

prominent sequence to sequence neural network architecture, the Transformer. We

consequently chose MITL as the elemental logic for our project. The end goal was to

fulfill the inquiry, can the Transformer neural network predict accurate solutions in the

form of timed traces to a given MITL formula?

Attempting to answer this question, we started by introducing the methodology we

used to adequately generate and construct satisfying timed traces for MITL formulas.

We, as well, defined how we can validate whether the predicted timed traces satisfy

their corresponding formulas. Applying these methods, we then proceeded to generate

the necessary data sets to train and evaluate our neural network. Meanwhile, we aimed

to generate numerous data sets, with different formula sizes, and different fundamental

structural patterns. The prime objective was attempting to disclose the volume of

comprehension that the Transformer has for the semantics of the problem. Moreover,

allowing us to reveal the generalization potentials of the Transformer while adding the

value of strengthening the confidence in our implemented Transformer model, shall it

be faced with real-world problems.

Commencing with training the Transformer on a data set comprising formulas that

follow patterns found in literature, our best performing model correctly solved 93.66%

of the test samples. Furthermore, it managed to correctly predict solutions for 73.75%

of a subset of formulas that our data generator failed to solve under the given timeout

limit. In like manner, the Transformer accomplished even better success once trained

and tested on smaller sized and randomly generated formulas. It achieved a total

accuracy of 98.53%. In both experiments, around 20% of the predicted solutions were

semantically accurate.

39



6. Conclusion

To assert the generalization properties of the Transformer, we conducted two cross-

data sets experiments. In these experiments, the model’s performance was tested on a

different data set than the set it was trained on. Thus, a model only trained on formulas

following strict patterns, still performed well when predicting solutions for formulas

that are randomly generated. The variations between the two data sets resulted in the

model failing to make syntactically accurate predictions (only 2.24%). However, The

model still managed to predict correct solutions for 58.46% of the formulas as a virtue

of its ability to make semantically correct predictions.

Not only did the Transformer generalize to the semantics of the logic, but also to

bigger-sized formulas. A very useful feature in practice, taking into consideration that

bigger formulas present a greater challenge for classical algorithms. As an example, a

model trained on formulas of size 35, accomplished significant results on formulasmore

than double that size (82). It prevailed in solving 93.61% of the formulas correctly. We

followed this experimentwith a comparison between the traditional positional encoding

of the input and output sequences and the more natural tree-positional encoding. This

comparison confirmed the tree-positional encoding being more convenient when work-

ingwithMITL formulas, leading to enhanced results, principally when the Transformer

had to deal with formulas bigger than those it is familiar with.

Finally, wewanted to evaluate the Transformerwhen it was trained and tested on data

sets that comprise more variety of intervals both in quantity and size. An evaluation we

could not conduct in the previous experiments due to the infeasibility of constructing

satisfying traces for formulas containing big intervals in a reasonable time. We, there-

fore, introduced a technique where we scale an existing formula and satisfying trace

pair into a valid pair that contains bigger time intervals. This technique made it feasible

to obtain data sets that include formulas with much bigger time intervals, skipping the

trouble of having to construct new satisfying traces for these formulas. Rerunning the

training and evaluation routine of our best-performing model on scaled versions of our

original data sets exhibited only a small decrease in the overall accuracy. Strictly when

increasing the size limit of the time intervals 1K times, did the accuracy decrease by

over 19%.

Taking account of all results; deep learning proves auspicious in the field of logical

reasoning for real-time systems. The results suggest that deep learning might advocate

evolving hybrid tools, particularly, classical algorithms augmented with deep learning

that relies onmore expressive real-time logic such as in this caseMITL.Nevertheless, we

cannot ignore the fact that the efficiency of the classical approaches is still fundamental

as neural networks are prone to making false predictions. In such a case, the slower yet

complete classical algorithms have to step in. Yet most of the time, the Aforementioned

hybrid tools would benefit from superior performance speeds owing to the velocity at

which the Transformer can predict solutions, combined with the fact that it frequently

predicts correct solutions. The sole action still needed is to validate the accuracy of the

predictions, a procedure that is especially vital in the case of critical systems, in which
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mistakes cannot be tolerated. This, however, is generally more simple than having to

construct the solution afresh.
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